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Testing Automated Valuation Models
To Build The Best Cascading AVM

A s the search for better valua-
tion tools continues, cascad-
ing automated valuation

models (AVMs) are gaining signifi-
cant adoption in today’s mortgage
lending market. 

In theory, the selection of the
“best” AVM by cohort -
where a cohort could be a
particular geographic level
or a combination of geogra-
phy and other dimensions,
such as property type - will
lead to a blended outcome
that is better than any individual
AVM could provide. There are, how-
ever, many ways to design a cas-
cade ranking by cohort that may or
may not result in the combination
being better than the parts. 

One of the most important deci-
sions in developing an AVM test
sample is what to use as the true, or
benchmark, value to test the AVMs
against. While a true market value is
never actually observed, the arm’s
length purchase transaction pro-
vides the closest observable price. 

Even the arm’s length purchase
price is not the true market value
because it represents seller and
buyer preferences that may bias the
value up or down relative to reason-
able market value. For example,
when the seller must sell due to an
event that requires an expedited
transaction completion, potential
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buyers are likely to underbid market
value. Similarly, buyers who have
odd preferences will bid over the
probable true-market value.

We generally do not consider 
appraisals to be
the best bench-
mark values be-
cause appraisers
may feel pres-
sured to bias the
appraised value

toward a target
price that the mort-

gage agent provides. Therefore, ap-
praisals may include more bias than
arm’s length purchase transactions
and less accurately reflect market
value.

Finally, the sample of benchmark
values should represent the geo-
graphic and business profile of the
transactions to which the cascading
model will be applied. There is no
value in testing AVMs in areas or on
types of properties where one does
little or no business. In particular,
AVMs typically do not cover com-
mercial property, mobile homes and
multifamily properties for a variety
of reasons. 

One reason is that traditional
AVM techniques do not factor in a
commercial and multifamily proper-
ty’s income-generating potential,
which almost certainly influences
market value. Mobile home valua-

tions will vary depending on
whether they are attached to land
and how they perform relative to
traditional single-family residences.

Getting the right sample

It’s important to draw the sample
file from transactions that will close
or have recently closed but have not
yet been recorded in the public
record or, more specifically, from
transactions AVM providers are un-
likely to have aggregated from pub-
lic records. If the sample is too sea-
soned, the AVM performance will be
inflated relative to what will actually
be observed in production. 

In high-tech jurisdictions with
electronic processes, the lag time
between closing and reporting to
AVM providers can be less than a
month. In jurisdictions where the
process is still paper based, the lag
can be substantially longer. To en-
sure that the provider does not have
a time advantage that allows access
to recent transactions, it’s best to
draw the sample from mortgage
transaction pipelines of fully under-
written - but not closed - and very
recently closed transactions. 

A safeguard against the problem
of the provider having test-transac-
tion knowledge is to request the
provider return the most recent sale
price and date with the AVM values.
Then it is easy to identify any trans-

Testing performance of the valuation tools is particularly important in 
the current market environment, where many markets are slowing 
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action with known-value bias. 
In addition to known-value bias,

we must also consider sample size.
The more cohorts we divide the sam-
ple into, the larger the entire sample
must be to ensure that the individual
cohorts have sufficient sample sizes
to calculate performance statistics
that will represent the cascade
table’s behavior after implementa-
tion. 

For example, if we use state geog-
raphy as the cohort definition, the
sample size needs to be sufficient in
each state to analyze statistical per-
formance, at least in the states that
matter to the lender. If we add prop-
erty type, confidence scores or low-
er-level geographies, we must in-
crease the sample size to
accommodate these additional co-
hort dimensions. 

Large sample statistical theory is
generally thought to produce accu-
rate results on 20 or more records,
so each dimension needs a minimum
of 20 transactions. In practice, 50 or
more transactions in a single cohort
produce a greater comfort level.

Cohort genealogy

In theory, we need a sufficient
sample size in every possible and al-
lowable cohort dimension to gener-
ate meaningful performance statis-
tics. In practice, this is unlikely to
occur. Therefore, we define a geneal-
ogy that relates sibling to parent co-
horts and use it to substitute parent
performance statistics in the sibling
cohort when the sibling cohort has
an insufficient sample size to be ac-
curate. 

For example, we could define a
cohort genealogy for geography such
that all counties have state parents,
all states have region parents and all
regions have the nation as a parent.
Then, if an individual county has an
insufficient sample size, the parent
(state) level performance statistics
are substituted at the county level.

Because of these sample creation
issues, it is difficult to gather a suffi-
cient number of transactions in one
short time period per cohort of
analysis. Therefore, assuming that
AVM models do not change signifi-

forming small tests repeatedly en-
sures we have addressed known-sam-
ple bias by creating benchmark/pre-
diction pairs in each sampling period.
The tests can be aggregated as re-
sults from the same model. 

In addition to generating large
samples of high-quality transactions,
this allows us to test and monitor the
AVMs’ dynamic performance for sud-
den performance changes. This is
particularly important in the current
market environment, where many

cantly over time, we can combine
multiple test files to aggregate the re-
sults into sufficiently sized samples. 

Grow the sample

As long as each test file is careful-
ly constructed to include accurate
reference values and avoid known-
sample bias, we can gradually grow
the sample to provide sufficient indi-
vidual cohort samples. This is be-
cause significant AVM improvements
happen relatively infrequently. Per-
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Figure 1: AVM Performance
Hit rate and accuracy performance, measured by the percentage 
of records within +/- 10%, shows the better models clustered in the
top right corner.

SOURCE: CoreLogic

Figure 2: Cascade Ranking
The first-choice AVM, number one, has a low hit rate and a high 
accuracy; the cascade improves the hit rate by about 20%. 
Although the cascade’s accuracy falls, it levels off around 57%. 
One of the best individual AVMs is shown on the right. The cascade
model achieves a similar hit rate at the third cascade level, but 
outperforms the single AVM in terms of accuracy.

SOURCE: CoreLogic
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markets are in transition or are high-
ly likely to be in transition from high-
growth to stable or even declining
house-price patterns. AVMs will per-
form differently through these mar-
ket turning points depending on their
data timeliness and modeling tech-
niques.

Once we have created a test file
and all providers have returned their
value estimates, we should analyze
each model’s performance against
the benchmark values. We can deter-
mine a variety of statistics that gauge
frequency of returned values, disper-
sion of errors, central tendency of er-
ror and prevalence of outlier events
by each sample cohort. Each of these
statistics is important to the ultimate
performance and risk exposure of
each model.

Frequency statistics measure how
often an AVM returns a result. One
should expect most models to return
similar frequencies in the same geog-
raphy. Any large differences are
probably indicative of a data aggre-
gation or collection problem on the
part of the AVM in that jurisdiction.
This statistic also easily identifies
providers that have regional cover-
age as opposed to national coverage.

Measures of dispersion quantify
the model-error level a model gener-
ates. The more dispersed the values,
the less accurate the product, and
the more likely a specific value will
be significantly wrong. Less accurate
models will increase unnecessary re-
views or increase credit-risk expo-
sure.

Measures of central tendency
evaluate the models’ degree of sys-
tematic bias. One of the key attrib-
utes of AVM use is that the tools are
designed to avoid influence from
mortgage agents or other forces. The
goal of an unbiased model would be
to have a zero-error average, which
means the valuation is sometimes
high and sometimes low but aver-
ages out to a net result close to zero. 

In reality, the models tend to be
slightly downward biased, meaning
that they will typically underpredict
the true value by about 2% to 4%.
From a credit-risk perspective, this
produces a conservative result, as

lower values indicate higher loan to
values (LTVs) and therefore more im-
plied risk. 

The prevalence of outliers is pri-
marily considered because the credit-
risk cost is much higher if the collat-
eral is significantly overvalued. If an
AVM estimate validates a significantly
inflated customer estimate, the true
LTV is significantly understated and
the risk underquantified. 

For example, if the collateral’s true
value is $100,000, the customer esti-
mate is $125,000 and the AVM value is

$123,000, then a request to borrow
75% of the $125,000, or $93,750,
would seem reasonable. Based on the
true value, the actual LTV will be
93.75 - a significantly more risky loan.
We use statistics that quantify the
likelihood of these positive overvalu-
ation events to mitigate the credit-
risk cost of large positive outliers. 

To develop this technique and pro-
vide empirical proof that it is work-
ing, we developed a test sample over
time to increase the sample size while
controlling for known-value bias. 

Unfortunately, this file did not con-
sist of all arm’s length purchases and
it included some appraisal values as
benchmarks. The sample was collect-
ed from both prime and subprime
lending sources. The total sample size
was more than 60,000 transactions,
and it included results from 11 differ-
ent vendors. 

In Figure 1, the scatter plot of hit
rate and accuracy shows the AVMs’
hit rate and accuracy performance as
measured by the percentage of
records within +/- 10%. A higher hit
rate with strong accuracy indicates a
better model, so the closer to the top

right corner, the better the AVM. Ig-
noring any cohorts, the cluster of
models with the best accuracy is also
doing quite well in terms of hit rate.

With cohorts defined based on a
geographic genealogy (state, region
and nation), the performance statis-
tics were calculated by cohort for
each AVM. A basic ranking model
was defined using percent within 
+/- 10% and the hit rate.

We use the first performance sta-
tistic to identify each AVM’s accuracy
(central tendency and dispersion
combined) in each cohort, and we
use the hit rate to identify data cover-
age and availability issues. The rank-
ing model always chooses to maxi-
mize the accuracy measure and only
utilizes the hit-rate measure as a tie-
breaking condition. 

This is a simple ranking procedure
that recognizes the importance of ac-
curacy and shows that the hit rate
will take care of itself by utilizing the
deeper levels of the cascade.

In Figure 2, we graph accuracy in
terms of a percent within +/- 10%
and the hit rate as we move through
the cascade levels. That is, if we
stop the cascade with the first-
choice AVM by geographic cohort,
the hit rate would be just over 40%,
with more than 60% within the 10%
accuracy rate. 

Because the ranking model puts a
large premium on accuracy, the more
accurate but less frequent AVM mod-
els are more likely to be placed in the
first position of the cascade. By
adding the second level to the cas-
cade, an additional 20% of hit rate is
added and the accuracy goes down
slightly to just below 60%. 

As one continues further into the
cascade, the incremental increase in
hit rate declines and the accuracy sta-
bilizes around 57% within 10% accura-
cy. These results indicate the dimin-
ishing returns as one goes further
into the cascade. 

For reference, one of the best indi-
vidual AVMs is graphed at the end.
This single AVM has a hit rate of 80%
and an accuracy rate of about 56% at
the 10% level. The cascade model
achieves a similar hit rate at the third
cascade level but outperforms the
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single AVM in terms of accuracy. Fur-
thermore, by adding cascade levels,
one can increase the hit rate above
that of the single AVM while also
maintaining comparable or higher ac-
curacy. 

Extra protection 

AVMs are a good tool to quickly
and consistently generate an unbi-
ased market-value estimate, but they
do not perform well under certain
market conditions. When markets
are volatile - with foreclosure sales,
property flipping, close proximity to
market value externalities, such as
water, railroads or highways - AVMs
typically have a more difficult time
maintaining accuracy. 

Sophisticated fraud rings can also
create inflated values that look like
real sales transactions that an AVM

also begins including. The AVM then
begins to support the fraudulent ac-
tivity. For these reasons, it is wise to
use a collateral risk tool that identi-
fies volatile market conditions and
potential fraudulent activity for pre-
screening before applying the cascad-
ing AVM model. 

When the collateral risk tool indi-
cates potential high-risk conditions,
transaction collateral should go
through a more thorough due dili-
gence process, such as a review by an
internal review appraiser. This pre-
screening process further protects
the lender from significant overvalua-
tion, consequent undervaluation of
risk and high-loss fraudulent transac-
tions.

Financial institutions can use cas-
cading AVM models to increase hit
rate while maintaining and even in-

creasing accuracy compared to single
AVM models. Applying a set of statis-
tical performance measures and uti-
lizing these statistics in a rank-order-
ing model that is guided by a goal of
maximizing accuracy allows a finan-
cial institution to use this technology
without unwarranted model-risk ex-
posure. 

The statistical nature of both the
performance analysis and the rank-
ing of the AVMs in the cascading
model results in a model that is well
defensible to regulators and risk
management within the financial in-
stitution. Furthermore, using a col-
lateral risk-assessment tool to pre-
screen transactions for potential
market volatility and fraud provides
financial institutions a safe and pru-
dent method for using automated
tools such as AVMs.
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